FINAL EXAM QUESTIONS                                                           Archana Gupta
Question 1

What is the difference between leaky bucket algorithm and token bucket algorithm?

Answer

The difference lies in the way they shape traffic. Leaky bucket algorithm does not allow idle hosts to save up permission to send large bursts later. Token bucket algorithm on the other hand does allow saving up to a maximum size of the bucket, n. This implies that bursts of up to n packets can be sent at once, allowing some burstiness in the output stream and giving faster response to sudden bursts of input.

Also when bucket fills up the token bucket algorithm discards tokens whereas leaky bucket algorithm discards packets.

Question 2

(a) Suppose a host with IP address 128.96.34.15 has a subnet mask of 255.255.255.128. What is the subnet number of the subnet this host is attached to?

(b) The host in part (a) wants to send an IP datagram to a host with IP address 128.96.34.139. Is the destination on the same subnet as the sender or not?

Answer

a).The encoded IP addresses are
             10000000011000000010001000001111

             11111111111111111111111110000000

         AND --------------------------------

             10000000011000000010001000000000

 which (converting back into dotted-decimal notation) is a subnet number of 128.96.34.0.

b).The bitwise AND of the destination address and the host's subnet mask yields

             10000000011000000010001010001011

             11111111111111111111111110000000

         AND --------------------------------

             10000000011000000010001010000000

 which in dotted-decimal form is 128.96.34.128. This does not match the sending host's subnet number, so the destination is not on its subnet and the datagram must be sent to a router.

Question 3

a).Datagram fragmentation and reassembly are handled by IP and are invisible to TCP. Does this mean that TCP does not have to worry about data arriving in the wrong order?

b). Why does the maximum packet lifetime, T, have to be large enough to ensure that not only the packet but also its acknowledgement have vanished?

c) The maximum payload of a TCP segment is 65,495 bytes. Why was such a strange number chosen?

Answer

a). No. Although each IP datagram arrives intact, the datagrams themselves may be out-of-order why?, requiring TCP to reassemble the transmitted message.

b).The reason why T must be large enough to ensure that both the packets and

acknowledgements have vanished is to deter duplicate packets from being introduced into the network.

c). A TCP segment must fit inside an IP packet. The TCP header is a fixed-format of 20-bytes, and the IP header is also 20 bytes long. Since the maximum length of an IPv4 packet is 65,535 bytes. Why?, this leaves only 65,535-20-20 = 65,495 bytes left for TCP payload
Question 4

Mention some of the challenges faced in delivering "continuous media" (e.g. video, voice) over a computer network. Of the two protocols TCP and UDP, which one is usually used to deliver continuous media in the Internet, and why?

Answer

Challenges include having to handle

 -- delay (has many components, e.g. packetisation, encoding, sender OS, transmission, propagation, network queuing, receiver OS etc)

 -- jitter (in other words, delay variation)

 -- data loss

 -- bandwidth constraints

 -- need to synchronize across media (e.g. voice and video)

 UDP is usually preferred to TCP as the transport protocol for multimedia delivery over IP-based networks because of their characteristics:

 -- TCP: retransmissions can lead to high delay and jitter; doesn't support multicast; congestion control mechanism not suitable for continuous media.

 -- UDP: no retransmissions; supports multicast; no congestion control 

Question 5

What do you understand by the term load shedding? State and explain the two different policies followed in load shedding?

Answer

Load shedding is what routers do when they run out of buffers. If they must throw away a packet then they can at least try to pick the best packets to pitch. This depends on the application and on the error strategy used in the data link layer. Older packets will be worse to throw away for a file transfer than newer ones, since they will cause a gap in the received packets and a go-back-n strategy may be employed by the data link layer. For real-time voice or video it is probably better to throw away old data and keep new packets.

The two policies are:

1). Wine – here when router is drowning in packets it discards packets by dropping new in coming packets. This would be suitable for file transfers where old packet is worth more than new packet.

2). Milk – here when router is drowning in packets it discards packets by dropping old ones and buffering new ones. This would be suitable for multimedia where new packet is worth more than old packet.

